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Data Mining
Why Data Mining?

Introduction to Data Mining

Example | - blood analysis

@ A laboratory is performing blood analysis on sick and healthy
patients.

@ The goal is to correlate patients' illness to blood measurements.

@ Let us suppose that a subgroup of blood values are found that
correspond to sick patients.

@ Then, the illness of a patient can be veri ed by checking if hi s
blood measurement falls into the found subgroup.

@ We learned how to separate sick and healthy patients on the
basis of their blood measurements.

@ This is a data mining problem.
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Data Mining

Why Data Mining?

Introduction to Data Mining

Example Il - apples for the market

In a farm, human experts check apples on a conveyor belt in
order to separate good apples for the market from the bad ones.

Note that the percentage of bad apples actually removed is a
function of the speed of the conveyor and of the amount of
human attention.

@ Alternative: use a computational system for this task.

@ Advantage: a computational system cannot be induced to

distraction.

Problem: our system must learn how to recognize bad apples
among the good ones.

Solution: train the system by exploiting a set of apples whose
classi cation in good or bad is known.

This is a data mining problem.
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Data Mining

Why Data Mining?

Introduction to Data Mining

Example Il - text mining

Let us suppose that books related to two topics, mathematics
and computer science, need to be categorized.

We can suppose that the topic of the book can be recognized by
the words used in the text.

@ Solution I: all the material must be read and classi ed.

@ Disadvantage of Solution I: if a large quantity of books is

available, this procedure may require years.

Solution II: use a computational system for performing the
categorization.

Disadvantage of Solution IlI: the system must be programmed so
that it is able to perform the categorization.

This is a data mining problem.
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De nitions

De nition of Data Mining

Data mining is a nontrivial extraction of previously unknown,
potentially useful and reliable patterns from a set of data. It is
the process of analyzing data from different perspectives and
summarizing it into useful information.
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De nitions

De nition of Data Mining

Data mining is a nontrivial extraction of previously unknown,
potentially useful and reliable patterns from a set of data. It is
the process of analyzing data from different perspectives and
summarizing it into useful information.

In the previous examples:

| Example | Set of data | Useful information |
Blood analysis blood measurements markers for illness
Apples for the market apples markers for bad apples
Text mining books markers for the book topic

EcoLE
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Differences among the previous examples

Are there differences among the three introduced examples?

Blood analysis

@ Set of data: blood measurements;

@ Question: can we have information about the iliness of the
patient corresponding to some blood measurements?

@ Answer: yes, we can perform a different analysis on some
patients and check their illnesses.

@ Observation: the known pairs (blood measurement,patient
illness) can be used for locating the markers for illness in the
patients.

@ De nition : the pairs (blood measurement,patient illness) form
the so-called training set.
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Differences among the previous examples

Are there differences among the three introduced examples?

Apples for the market

@ Set of data: set of apples;

@ Question: can we have clues on how to distinguish between
good apples for the market and bad ones?

@ Answer: yes, we can ask an expert to classify a subset of apples
for us.

@ Observation: the known pairs (apple,good/bad) can be used for
locating the markers for bad apples.

@ The pairs (apple,good/bad) form the training set related to this
example.

@ Once we learned how to identify bad apples, we do not need the
help of the expert anymore.
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Differences among the previous examples

Are there differences among the three introduced examples?

Text mining

@ Set of data: set of books on the two topics mathematics and
computer science;

@ Question: can we have clues on how to distinguish between
books on mathematics and computer science?

@ Answer: yes, we could, but we should read part of the material.
@ Question: could we avoid that?

@ Answer: yes, we have to forget about a training set and try to
partition our books on the basis of the inherent patterns hidden
in the data.
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Classi cation and clustering

Let X be a set of data. Let us suppose that X needs to be divided into disjoint parts,
representing different features of the application at hand.

If there exists a subset X of X such that the classi cation of each
sample & 2 X is known (R is a training set), then the problem of
nding a partition for the samples in X is a classi cation problem .
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Classi cation and clustering

Let X be a set of data. Let us suppose that X needs to be divided into disjoint parts,
representing different features of the application at hand.

De nition

If there exists a subset X of X such that the classi cation of each
sample & 2 X is known (R is a training set), then the problem of
nding a partition for the samples in X is a classi cation problem .

If there are no possible training sets X X, then the problem of
nding a partition for the samples in X is a clustering problem.
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Classi cation and clustering

Let X be a set of data. Let us suppose that X needs to be divided into disjoint parts,
representing different features of the application at hand.

If there exists a subset X of X such that the classi cation of each
sample & 2 X is known (R is a training set), then the problem of
nding a partition for the samples in X is a classi cation problem .

If there are no possible training sets X X, then the problem of
nding a partition for the samples in X is a clustering problem.

Classi cation and clustering are two data mining problems.
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k Nearest Neighbor (k-NN)

The basic idea

Let us suppose a set of samples with known classi cation is
available: a training set is available.

Can we exploit this training set for assigning a classi cati on to
unknown samples?
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k Nearest Neighbor (k-NN)

The basic idea

Let us suppose we have a sample without classi cation. How to
exploit the training for assigning a classi cation?

The most natural way is to give to the unknown sample the
classi cation of its neighbors.
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The basic idea

Let us suppose we have a sample without classi cation. How to
exploit the training for assigning a classi cation?

The most natural way is to give to the unknown sample the
classi cation of its neighbors.
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k Nearest Neighbor (k-NN)

The algorithm

The algorithm for k-NN classi cations is very easy:

for all the unknown samples UnSample(i)

for all the known samples Sample(j)

compute the distance between UnSamples(i) and Sample(j)

end for

find the k smallest distances

locate the corresponding samples Sample(jl),..,Sample(j 9]

assign UnSample(i) to the class which appears more frequent ly
end for

The integer value given to k represents the number of neighbors that
are considered during the classi cation.
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k Nearest Neighbor (k-NN)

Remarks

k-NN is a very simple and effective technique for classi cation.

@ ltis also called lazy classi er, because it doesn't learn how to
classify the data, and it rather exploits the training set for each
classi cation.

@ The performances of the algorithm strongly depend on the size
of the training set.

@ There are indeed methods for reducing the training set in order
to speed up the classi cations.

@ Other methods try to speed up the matching procedure between
samples of the training set and the unknown one.
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Support Vector Machines (SVMs)

The basic idea

The basic idea is to identify a hyperplane that is able to separate
samples having two different classi cations.

In 2D, how many straight lines could we choose as a classi er?
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Support Vector Machines (SVMs)

The basic idea

Many straight lines can be a good classi er for discriminating
between red and green apples.

Are these lines all good or is some of them better than others?
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Support Vector Machines (SVMs)

The basic idea

The best choice is the hyperplane which is able to maximize the
margin between the two classes.

In this way, the probability of having misclassi cations is kept low.
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Support Vector Machines (SVMs)

Remarks

About SVMs:

@ The maximization of the margin can be performed by solving a
global optimization problem.

@ The use of kernels allows to extend the technique to nonlinearly
separable classes.

@ If more than two classes need to be considered, then different
SVMs can be combined and used together for performing the
classi cation.

@ All what you need to know for using SVMs is that there are
freeware software, such as LIBSVM, that perform classi cations
by SVMs.
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k-means

The basic idea

When clustering techniques need to be applied, there are usually no
training sets available.

The inherent patterns hidden in the data must be discovered for
partitioning them.
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k-means

The basic idea

Let's partition the samples in a completely random way and check the
quality of the partition.

We need to check the quality of this partition in some way.
How can we do that?
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k-means

The basic idea

We identify a representative of each cluster. A representative can be
the mean (center) among all the samples in one cluster.

We check the quality of the partition by controlling that all the
samples in one cluster are closer to their representatives.
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k-means

The basic idea

All the samples are moved to the cluster with the closer center. This
procedure can be iterated on all the samples

An optimal partition is obtained when all the samples are closer to the
center of the cluster they belong to.
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k-means

The algorithm

The k-means algorithm:

randomly assign each sample to one of the k clusters S(j), 1 j k
compute c(j) for each cluster S(j)
while (clusters are not stable)

for each sample Sample(i)

compute the distances between Sample(i) and all the centers c(j)
find j * such that c(j *) is the closest to Sample(i)
assign Sample(i) to the cluster S(j *)
recompute the centers of the changed clusters
end for
end while

The integer value given to k represents the number of clusters we are
expecting to nd.
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Techniques for clustering

Biclustering

Samples, features and vectors

Samples are usually represented by vectors.

The generic component v; of the vector v represent the it feature of
the sample.

For instance, a feature can be:
@ a pixel of a matrix representing an image
@ acolor
@ a weight
o ...
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Techniques for clustering

Biclustering

Biclusters

A set of samples can be represented by a set of vectors:

0

vi vl vt
vZ vz oo Ve
3 3 3
viovd o3
m m m
vitovh v

@ Each column of the matrix represents a sample.

@ Each row of the matrix represent a feature.
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Biclustering

Different biclusters

@ Biclusters are sub-matrices of the matrix representing the
samples and the features.

@ Biclusters having different properties can be of interest:

@ biclusters with constant values;
@ biclusters with constant row or column values;
@ biclusters with coherent values.

For instance, can you see biclusters with constant row values in this
matrix? 0 1

1 2 3 45
1 1 0 0 1
A= 0 1 2 2 O
1 3 1 0 2
3 11 2 1
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Biclustering

Different biclusters

@ Biclusters are sub-matrices of the matrix representing the
samples and the features.

@ Biclusters having different properties can be of interest:

@ biclusters with constant values;
@ biclusters with constant row or column values;
@ biclusters with coherent values.

For instance, can you see biclusters with constant row values in this
matrix? 0 1

1 2 3 45
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Biclustering

Supervised biclustering

Let us suppose that the partition of a set of samples is known:
0 1

Can we obtain a partition of the features starting from the partition of
the samples?
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Biclustering

Supervised biclustering

Let us suppose that the partition of a set of samples is known:

0o, 1
Vi V3 Vi v; Vg

vz v3 vi vi Vi
_ 3 3 3 3 3
A= Vzlu V5 v2 Vﬁ Vi
v% V3 V3 Vg Vi

vV V3 V3 ovp V2

Can we obtain a partition of the features starting from the partition of
the samples? Yes!

We can assign each of the features to the class in which it is mostly
expressed.
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Biclustering

Supervised biclustering

Let us suppose that the partition of a set of samples is known:

0 vi vi vi vi vi 1o vi vi vi vi vi !
vz v3 v3 vi Vi vZ v3i v3 v v
NN BN BN NN BN BN
vViovy vy oV w2 V3oVy ov3ovyowve

Can we obtain a partition of the features starting from the partition of
the samples? Yes!

We can assign each of the features to the class in which it is mostly
expressed.
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Biclustering

Supervised biclustering

Let us suppose that the partition of a set of samples is known:

0 vi vi vi vi vi 1o vi vi vi vi vi !
vZ vi vi vi Vi viovioviovyove
vfl1 v% v% v§ v§ v‘%‘ V‘ZZ‘ v% v% v‘gl
M NN B VIV N BNV N
vViovy vy ovs w2 V3oV ov3ovyove

Can we obtain a partition of the features starting from the partition of
the samples? Yes!

We can then sort the samples and features by their classi cat ion.
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Biclustering

Supervised biclustering

Let us suppose that the partition of a set of samples is known:

0o, 1
Vi V3 vy Vi vg

vioviovioviove
_ i i 4 i A
A= v% V5 Vy V3 Vg

NENEN I B

vViov3 vy ov3 v

Can we obtain a partition of the features starting from the partition of
the samples? Yes!

By combining the two orderings, we obtain the typical checkerboard
pattern de ned by biclusters .
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Techniques for classi cation

k Nearest Neighbor ( k-NN)

It is based on the idea that, given a metric, closer samples should be similar to each
other. Therefore, the classi cation of each sample x 2 X is assigned on the basis of
the known classi cation of its neighbors & 2 R.

Support Vector Machines (SVMs)

Basically, SVMs can classify data into two different classes, by de ning a separation
hyperplane in a suitable space that divides the two classes. The equation of the
hyperplane can be de ned on the basis of the data available in a training set.
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Techniques for classi cation

k Nearest Neighbor ( k-NN)

It is based on the idea that, given a metric, closer samples should be similar to each
other. Therefore, the classi cation of each sample x 2 X is assigned on the basis of
the known classi cation of its neighbors & 2 R.

Support Vector Machines (SVMs)

Basically, SVMs can classify data into two different classes, by de ning a separation
hyperplane in a suitable space that divides the two classes. The equation of the
hyperplane can be de ned on the basis of the data available in a training set.

Arti cial Neural Networks (ANNSs)

A network of single units (neurons) performing simple tasks is de ned and trained for
performing complex tasks. A neural network can be trained in order to perform
classi cations. The network learns how to perform a certain classi cation task from a
training set.
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Techniques for clustering

k-means

It tries to partition the data in clusters in which samples similar to each other are
contained. The similarities are evaluated by a suitable distance, and the representative
of each cluster is de ned as the mean among all the samples in t he cluster. This is a
very simple method, and it has several variants.

biclustering

Biclustering techniques aims at nding suitable partition s a given set of data
simultaneously on two dimensions. While standard clustering techniques consider only
the set of samples and look for a suitable partition, biclustering methods partition
simultaneously the set of samples, and also the set of attributes used for representing
them, in biclusters.
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Prediction of wine fermentation problems
k-means

Wine is widely produced around the world

The fermentation process of the wine is very important: if it can
predicted that the fermentation is going to be bad, enologists can
interfere for ensuring a good fermentation.

@ Compounds of the wine can be monitored during the
fermentation process.

@ They can be used for representing the wine at a given stage of
the fermentation process.

@ These data can be partitioned by k-means and clusters of
fermentations can be identi ed.

@ The comparison between clusters with fermentations at the early
stages and completed fermentations allows to discover
fermentations that are going to be stuck or slow.
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Estimating soil parameters
k-NN

The available information about the soils usually concerns their

texture, indicating the percentage of clay, silt, sand and organic
carbon in the soil.

Unfortunately, other needed parameters are usually not known.
@ Soils having similar texture have similar parameters.
@ k-NN can be used for solving this problem.



Data Mining and Applications
Applications
Some applications

Face detection
ANNs

The detection of faces in pictures or video clips
can help in many practical applications.

A neural network can be used for

classifying images in two classes:

class 1. The image contains a face.

class 2. The image doesn't contain faces.

Note that this problem is different and harder than face recognition.

@ In face detection, we need to know if there is a face into an
image or not.

@ In face recognition, all the images represent a face, and the aim
is to discriminate between different kinds of faces.
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Recognition of Chinese characters
SVMs

There are several software for the recognition of handwritten
characters.

Obviously, the recognition of oriental characters is much more
complex than the recognition of Latin characters:

Support vector machines can be trained for solving this classi cation
problem.

@ A different SVM can be used for discriminating between two
different characters.

@ All the considered SVMs can then be used together, so that the

answer of each of them is combined in order to obtain the nal
answer.
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Analyzing microarray data

Biclustering

Microarrays in biology are used for studying the expression of genes
under different conditions.

Finding the set of genes that have similar expression levels in the
presence of a certain disease is very important, because this
knowledge can be used for studying the particular disease.

Microarray data can be represented through a matrix, and
biclustering techniques can be used for studying them:

The used data come from the Human Gene Expression (HUGE)
Index data set.
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Advertisement: Textbook in Data Mining

Data Mining in Agriculture
by A. Mucherino, P.J. Papajorgji, P.M. Pardalos

The book describes the latest developments in data mining, giving a particular
attention to problems arising in the agricultural eld.

@ Clustering techniques: k-means (and most of its variants h-means, J-means,
Y -means, etc.) and Biclustering techniques;
Classi cation techniques : k Nearest Neighbor, Arti cial Neural Networks,
Support Vector Machines;
Applications in Agriculture: wine fermentation processes, grading of fruits for the
market, analysis of animal sounds for discovering diseases, and many others;
Validation techniques: different ways for validating the results obtained by data
mining techniques;
Parallel Computing: strategies for implementing data mining technigues in a
parallel computational environment;
Programming: an entire application in C programming language is presented
and discussed;
Examples and Exercises: several examples and exercises help understanding
the discussed topics.

Available from June 2009 (hardcopy and e-book), www.springer.com
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